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OVERVIEW
The purpose of this project was to create a tool that care
coordinators, such as Multnomah County’s Intensive Transition to
Treatment team (M-ITT), could use to identify and connect with
high-risk individuals before they enter an acute care
setting--psychiatric emergency services (Unity), local emergency
rooms, or psychiatric hospitalizations. This has potential to improve
client care, generate cost-savings, and increase system capacity.
Because acute care events are a (relatively) rare event, we wanted
to focus on a specific population that had a higher baseline of risk, in
order to better understand some of the more nuanced factors that
precipitate crisis, beyond diagnosis. Therefore, we identified Health
Share-Multnomah members that met SPMI criteria as our baseline.
Using multiple data sources, we came up with eight predictive risk factors that, when taken together, highlight which
members are statistically most at risk of entering acute care by generating one aggregate risk score: having multiple
SPMI-categorized diagnoses, a history of substance use, no recent outpatient care, being on SSI for disability, a history of
homelessness or housing instability, placing two or more calls to the crisis line in a single week, and presenting with primary
pain issues or primary respiratory issues in physical healthcare settings. The combination of these factors predicted, with a
high degree of accuracy, which members were at higher or lower risk of experiencing an acute care event, and can be used
as a tool for care coordinators to aid in focusing their efforts.

CRITERIA
Population used:
● All HSO-Multnomah members who met SPMI criteria, as laid out by the linked criteria. Both physical and
behavioral health claims were searched.
○ Reduced to those who were enrolled as an HSO-Multnomah member for at least one year, and for at least
75% of that year.
○ This created a pool of 13,158 members.
Time period used:
● January 1, 2015 to June 30, 2017.
Events of interest:
● Acute care events were defined as:
○ Psychiatric emergency services (PES)
■ CPT S9484

○

●

●

Emergency room visits where the primary diagnosis was either SUD or mental health
■ One or more of the following:
● CPT 99281, 99282, 99283, 99284, or 99285; and/or
● Revenue code 045*1, excluding 0456; and/or
● Revenue code 0981; and/or
● Place of service code 23
■ Combined with:
● Principal diagnosis in 29* to 31* (ICD-9) or F* (ICD-10), excluding nicotine.
○ Psychiatric hospitalizations
■ CPT RV114, RV124, RV134, RV154, or RV204
If one event led to another on the same day, they were counted as one event: a PES visit leading to an inpatient
admission, a behavioral health ED visit leading to an inpatient admission, a behavioral health ED visit leading to a
PES visit. ED visits that occurred during an inpatient hospitalization were dropped.
11,222 events attributed to those aforementioned 13,158 members were identified. This created 24,370 periods of
observation, referred to hereafter as cases.

Variables and their sources:
● Demographics--race, age, primary language, and sex--were taken from the Medicaid eligibility rolls.
● Substance use history was defined as having had any SUD diagnosis code showing up in any claim filed, under
either physical or behavioral health, during the time period of study.
● Multiple diagnoses was a binary measure (yes/no), indicating whether or not the member had more than one of
the SPMI-qualifying diagnoses listed as primary diagnoses at some point during the time period of study.
● Two physical comorbidities were included--respiratory issues and pain issues. For a member to be flagged as
having one of these, it had to be a primary diagnosis during the time period of study, in any approved physical
health claim.
○ Respiratory issues: any ICD-9 or ICD-10 category that included *respir*, *breath*, *lung*, *pulmon*, or
*copd*.
○ Pain issues: any ICD-9 or ICD-10 category that included *pain*, *tender*, or *discomfort*.
● History of homelessness or housing instability: we do not currently possess a comprehensive data source for
assessing homelessness or housing instability. What we did as substitute was search the last known addresses on
file for each member for “homeless” or for the addresses of major homeless shelters and their administrative
offices, or for transitional housing designed specifically for those moving out of homelessness. Their housing status
may not have been that at the time they experienced an acute care event, but it does indicate that the individual
has a history of housing instability at some point, and given the complex factors underlying homelessness that can
also precipitate acute care events, it may still serve as a decent proxy measure for care coordinators to take into
account.
● SSI: the member is on SSI, as taken from the Medicaid eligibility rolls.
● Crisis line calls: this measure presented a special challenge. We cannot simply measure what occurred in X weeks
or days leading up to the event, because some members went as long as the entire two and a half year period
without experiencing an event. However, at any given point, what if they experienced similar patterns of calls, but
that did not precede an acute care event? To rectify this, we calculated the number of calls to the crisis line for any
given week during the entire time period of study, and turned it into binary variables that used baseline data from
those who did experience acute care events to set the benchmark. We flagged members as either having had or
not had any given week where they had two or more calls--the (rounded up) average number of calls in the week
before an acute care event (for those who did experience such events).
● Receipt of outpatient mental health services: mental health services were any approved mental health service,
excluding inpatient, subacute, partial hospitalization, crisis stabilization/outreach, and SUD. It was a simple
received/did not receive measure, for at any point in the time period of observation.
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Wherever * appears, it indicates all iterations that begin with that text; e.g., 0450, 0451...

MODEL OVERVIEW
Regression analysis:
● Used a multiple-failure Cox survival analysis, as the best fit for this particular type
of data that includes multiple events by a large panel of people, happening at
different intervals of time, and that includes some people that never experience
said events but could conceivably in the future.
● Following that, a logistic regression was used with the same variables and
clustering by member, and compared. Given the close comparability of the
results, the index’s output and predictive value is derived from the logistic model
for ease of interpretation. Additional rigorous testing was also applied, using the
logistic model against existing data, to ensure that this was a sound decision.
Index creation:
● The outputs from the logistic model were used to create the index, omitting demographics. The statistically
significant coefficients from the model results can be applied to any individual to assess risk by multiplying
whether or not the member possesses the trait (0 or 1) by the risk coefficient, totalling the risk factors, and
normalizing to the zero to ten scale.

DETAILS: PROCESS AND RESULTS
Gathering of variables: The above-mentioned variables were gathered through a series of meetings with subject matter
experts--front-line mental health staff, crisis and managed care teams, relevant managers, and so forth, as well as from
existing literature on hospitalization predictors. The variables generated had to be filtered through knowledge of what data
was currently available, and what would continue to be consistently available in the future, given risk indices are not just a
one-time project, but a living tool.
Regression analysis: As mentioned above, two models were initially utilized. The multiple-failure iteration of Cox survival
analysis allows us to look at discrete events happening at different time intervals by specific actors, and what factors
influence whether or not the event happens. It also accounts for the fact that some people may experience an event
outside the studied time period, that the length of time that it takes for an event to occur is also important, and that a
single actor can have more than one event. Logistic regression is a popular model for predicting discrete events as well. It
does not similarly adjust for the time-to-event factor, nor does it automatically account for multiple events by one person.
However, use of clustered standard errors for intragroup correlation helps adjust for this. The advantage of logistic
regression is that it provides a very simple method for calculating the area under the receiver operating characteristic (ROC)
curve, which is a standard measure of a model’s predictive fit.
Both models were run with a series of variables of interest, as well as multiple demographic controls. Upon comparing the
results of both models and finding them to be incredibly similar, we decided it was safe to proceed with logistic regression
as the primary foundation for our index. From this, we had eight statistically significant variables with which to proceed (not
counting demographics).
Fit: The area under the curve was .8509. This is considered very good, bordering on excellent. It means that it accurately
predicts an event happening/not happening a high percentage of the time, above and beyond mere chance. (A result of 1
would mean perfect prediction 100% of the time; a score of 0.5 means that it only predicts as well as chance would (e.g., if
one were to flip a coin to determine the outcome).)
Equity lens: While we have significant covariates of interest and good predictive fit, we wanted to further consider issues of
equity before proceeding further. Demographics were used as controls in the model, but were not intended to be used in

the index to assess risk. However, it is critically important to know how the index performs for different groups, and if
developing the risk factors with the demographic controls was sufficient to ensure equitable results.
Each major demographic category was tested against the final risk factors, and the area under the curve calculated. While
there were some variations, only two tested categories dropped out of the .8 range (both to the .79 range), and a few
scored in the .9 range.
Race

Sex

Age

African-American

.8380 ↓

Male

.8423 ↓

Under 18

.7921 ↓

Asian

.8948 ↑

Female

.8365 ↓

18 to 29

.8586 ↑

Caucasian

.8438 ↓

30 to 39

.8646 ↑

Hispanic

.8323 ↓

English

.8376 ↓

40 to 49

.8552 ↑

Native American

.8628 ↑

Non-English

.8576 ↑

50 to 59

.8340 ↓

Pacific Islander

.7989 ↓

60+

.8387 ↓

Other

.8266 ↓

Primary language

As an additional test, we also combined some of these factors. The results still held. A few examples:
● Native women: .9150
● Black men: .8336
● Non-English-speaking Hispanics: .8505
● White men over the age of 60: .8217
● Asian women in their 30s: .9044
This appears to indicate that using the demographic information as controls for the index creation was useful, and that the
removal of the information from the index does not necessarily impede the desired outcome of strongly predicting the risk
of acute care events while not substantially over- or under-predicting for different demographics.
Score development: From this, we proceed to creating the actual risk score for each member. As mentioned earlier, the risk
score formula takes the parameters from the logistic regression model and applies them to each member’s individual
attributes. Each variable seen below is coded as either 0 or 1, with 1 being the presence of the trait.
4.518399*(no recent outpatient history) +
4.334528*(presence of multiple diagnoses) +
2.928598*(substance use history ) +
2.892232*(week with 2+ crisis line calls) +
1.6967373*(SSI) +
1.687269*(homelessness history) +
1.606196*(primary respiratory diagnosis) +
1.5464711*(primary pain diagnosis) +
0.0372867 constant =
RAW RISK SCORE
The score was then scaled to always be between 0 and 10, with 10 being highest risk.
Raw risk score/2.124772 → SCALED RISK SCORE (rounded to nearest whole number)

Comparing to what actually happened: A quick visualization comparing risk scores to how many acute care events actually
occurred helps show how the scores are distributed across the population, and how well the tool performs as well. While
there are only 45 cases that scored a 10, 43 of them experienced an acute care event. Over 90% of 8s and 9s did as well. On
the other end of the scale, only 5% of those who scored a zero actually had an acute care event--only 92 cases out of 1,838.

If we break this into risk groups, we have another way to test its predictive capabilities.
One suggested grouping is the following:
No acute care events

Acute care events

Low risk: 0 to 2

6,830

954

Medium-low risk: 3 to 4

4,248

2,763

Medium-high risk: 5 to 7

1,901

5,516

High risk: 8 to 10

179

2,001

Predicting that those designated as high or medium-high risk did have an acute care event and those designated low or
medium-low did not is 76.2% accurate. If we compare just the low risk group to the high risk group predictions and omit the
medium groups, it is 88.6% accurate.
Revalidating the results: Technically, any statistical analysis is only true for its specific population, at its given time, under
its specific parameters. We hope for generalizability, and seek to be able to say that through repeating similar studies time
and again to build a body of evidence for or against a hypothesis. Therefore, as another check on the validity of this tool, we
should see how it performs on a similar but different population than that used to develop it.

When determining our base population in the first analysis, we removed members with SPMI who did not have a long
enough period of Medicaid enrollment to adequately assess patterns of behavior. However, this also makes an interesting
population for testing this tool--while shorter enrollment periods will likely show less events happening (as events are
predicated on having approved claims for that event), it is also realistic for our coordinators to be assessing people with
frequent lapses in coverage or who are relatively new to the plan.
We did remove members that had less than 30 days on the plan, but otherwise, made no exclusions, giving us another
3,380 members and 2,481 events (5,861 cases).
The results were incredibly similar. If we apply the same logistic model, the area under the curve is 0.8581--less than 1 point
difference. When we break down score ranges into risk groups, rates of accuracy are virtually the same; 76.1% accurate
when grouping low and medium-low risk together as predicting no events and high and medium-high risk together as
predicting events occurred (versus 76.2% in the original). When we compare just the low risk group to the high risk group
predictions--the two most clear categories--it is 89.5% accurate (as opposed to 88.6% in the original). Interestingly, no
member in this group scored a 10--the presence of all six factors simultaneously--and very few scored a 9. This may be
attributable to the shorter periods of observation, where we are more likely to miss the presence of one of these variables
(many of which are dependent on healthcare claims over time). These are, however, still incredibly accurate estimates.
No acute care events

Acute care events

Low risk: 0 to 3

2,085

239

Medium-low risk: 4 to 5

889

757

Medium-high risk: 6 to 7

367

1,209

High risk: 8 to 10

39

276

Conclusion: It therefore appears that this tool can be a useful guide in anticipating members at imminent risk of a
psychiatric crisis before they reach the emergency room or hospital, which may allow us to avert these crises and connect
them to the real-time supports that they need.
Predictive accuracy measures

Logistic model

Revalidated logistic model

Cox model (see appendix for further
detail)

Area under the curve

0.8509

0.8581

N/A

Percent accuracy:
Low and medium-low → no events
Medium-high and high → have events

76.2%

76.1%

76.4%

Percent accuracy:
Low → no events
High → has events

88.7%

89.5%

88.7%

IMPLEMENTATION
Automation: Following the analytical development of this scoring system, we needed to develop a practical tool accessible
and useful to MHASD staff. We partnered with the Decision Support Unit (DSU) to automate the data gathering and
mathematical computations behind the score, via a stored SQL procedure. (Full documentation is stored under DCN 1441.)
The following parameters were established for the dataset:

Variable

Lookback period

Variable

Lookback period

Presence of multiple SPMI diagnoses

Last 365 days

Week with 2+ crisis line calls

Last 21 days

Substance use history

Last 365 days

Primary pain diagnosis

Last 365 days

SSI for disability

Any time

Primary respiratory diagnosis

Last 365 days

History of homelessness/housing instability

Any time

No recent mental health outpatient history

Last 120 days

All relevant datasets were stored in our SQL database environment; code was written to parse these datasets by the criteria
set for each variable and attach the results to each current Medicaid member. Variables were then recoded as 1s or 0s, and
processed through the mathematical formula described earlier to generate the risk score. This data process runs every 24
hours, ensuring staff have up-to-date information available.
Visualization: Our Tableau developer then created an interactive dashboard which staff could use to look up specific
individual clients, view the average score of particular caseloads or demographics, receive lists of high-risk clients, and so
forth. Below is an example of the dashboard and the drill-down to client details:

Revalidating the results once again: As we based this on the SPMI population, how well does it fit now that it has been
applied to the population at large? And how does it fit after refining the parameters to not be within a case period, but
within a certain standardized timeframe before today’s date? We used a point-in-time method to validate this, simulating a
real-world “today” to which we could also follow up to see how many acute care events occurred afterward. We froze
members’ scores as of May 15, 2018, as a snapshot in time--how any staff member would have seen scores, had they
looked them up for outreach or care coordination purposes. We then looked at how many events occurred in 14 days or 30
days (also measuring immediacy of the risk, unlike the original model), and recreated the original logistic model. However,
instead of using the eight risk factor covariates, we used the developed risk score as a predictor, alongside demographics.
The ROC was 0.84 and 0.83 for 14 and 30 days, respectively. However, given that this is the entire HSO population, with a
substantial population of children for whom this tool is not advised, we also ran a version excluding anyone under the age
of 18. The ROCs for these were 0.76 and 0.77, representing a loss of some predictive power, but still well within acceptable
ranges. (This loss of predictive power after removing children is understandable, given that young children would both be
highly unlikely to have an acute care event and, by nature of the score, almost always have a very low risk score, thus
strengthening the predictive power of low risk → low event occurrence. It is also understandable that some loss of
predictive fit would be encountered upon applying this to an entire population with fewer characteristics in common, and
some of whom have never had and never will have any behavioral health issues whatsoever.)
This final graph indicates the percent of clients who actually experienced acute care events in any part of the measured
time periods (including beyond 14/30 days--up to several months later). Even when applied to the entire HSO adult
population, as of the time of measurement, half of adults considered high risk had experienced an acute care event. (It is
also worth noting that, due to 120 day timely filing allowances for healthcare claims, that percentage could have risen
beyond the mid-September timeframe for this analysis.)

While the predictive power is less, it is still notable that half of high risk members would go on to experience an acute care
event in the near future. That is an incredibly powerful data point for improving clinical interventions and care.

Implementation: This tool has been presented at MHASD’s monthly Medicaid meeting, COPPER (Community of Practice for
Professional Evaluators & Researchers), the Health Share Behavioral Health DAWG (Data Analytics Workgroup), the national
American Evaluation Association annual conference, ORGOVTUG (Oregon Government Tableau Users’ Group), and multiple
small meetings have taken place with relevant staff to discuss implementation, which is slated to commence in December
2018. The M-ITT team will be the first adopters, followed by call center staff. An implementation study is currently being
developed to assess its impact on client care and costs. It can also be anticipated that, if the implementation of this model
has the intended impact, that the statistical model itself may become more invalid overtime as it is repeatedly retested--we
will have to include interventions that result from use of this tool as a predictor of acute care as well. This, in and of itself,
may be a measurable outcome for the implementation study that will take place in 2019.
Presentations given:
COPPER poster (9.12.2018)
Monthly Medicaid meeting presentation (9.12.2018)
American Evaluation Association conference slides (10.31.2018)
American Evaluation Association conference handout (10.31.2018)
Health Share DAWG presentation (1.10.2019)
COPPER quarterly meeting presentation (2.28.2019)
ORGOVTUG quarterly meeting presentation (5.13.2019)

FUTURE WORK
There will also be opportunity to refine the model in the future. The following are variables that will be examined for future
inclusion in the model, or potential refining of existing variables:
● Access to services (e.g., public transit or geographical proximity)
● Project Respond encounters
● Psychosocial factors from crisis line call content
● Types of outpatient services, e.g. case management
● Past engagement with crisis stabilization/outreach efforts
● Improved housing measure (in collaboration with the JOH)
● Most recent primary diagnosis (for those with different primary diagnoses at different points)
● Frequency of visits for the two physical comorbidities (e.g., three or more visits for pain)

APPENDIX
Raw output for the original logistic and Cox models:

Brief description of the difference between the Cox and logistic models:
Cox multiple-failure survival analysis accounts for the same people being in the sample multiple times and for different
lengths of time for those people to be observed, without skewing the results. This allows us to keep data on people who
have multiple events happen; e.g., we can measure Person A from the time they entered the sample (had Medicaid
eligibility, on or after January 1, 2015) to their first event, and again from that first event to their second event, and so on,
and each of those lengths of time can be different (perhaps it was six months ‘til their first event, and only two ‘til their
second, whereas another person may have gone two years and never experienced an acute care event). This gives us a
fuller picture of the risks associated with each event without having to drop any valuable information, while accounting for
the fact that they are all experienced by the same person, who may have something unique to them not related to our
existing variables that is also driving those events. What the Cox model lacks is a straightforward way to analyze predictive
strength, such as the area under the curve measure. We can see that the covariates and the model as a whole are
significant, but how much of the variation are they accurately predicting?
The logistic model is not as “tight” a fit to the data structure, but it allows for more post-estimation tests, leading to simpler
analysis of how predictive the model is as a whole, which is the core purpose of this project--not looking for causes of past
events, but looking to predict events that have not yet occurred. We can still do some controlling for the same people being
in the sample multiple times, using clustered standard errors, but we can’t control for the differing lengths of time.
Each model has something to offer, and as often occurs in statistics, there is no one perfect analysis. It is for this reason that
we compared both the raw results, and the end implications (the distribution of the scores and how well it predicts the
outcome). While there are differences, the end result that would actually be applied and used is fairly close.
Using the Cox parameters instead of the logistic did not dramatically change the prediction of events. 79% of cases kept the
same score; the other 21% only deviated by 1 point--although this was skewed toward lower scores, not higher (14%
decreasing by 1 point, 7% increasing by one point).
Additionally, the variations in percent experiencing an acute care event were very small:
Percent experiencing acute care event
Risk score

Logistic model

Cox model

Difference

0

5.0%

5.0%

0

1

10.2%

10.3%

+0.1

2

18.3%

21.2%

+2.9

3

29.2%

26.7%

-2.5

4

46.3%

43.6%

-2.7

5

62.2%

61.7%

-0.5

6

76.9%

76.3%

-0.6

7

86.1%

84.7%

-1.4

8

90.9%

89.7%

-1.2

9

93.9%

92.7%

-1.2

10

95.6%

95.6%

0

Overall accuracy, pitting low and medium-low risk against medium-high and high-risk, was 76.4%; comparing just low versus
high risk was 88.7%. This is virtually indistinguishable from both the original logistic model and from the revalidation
sample. Therefore, given how small the difference is in final practice, even if some differences exist at the variable level, we
used the logistic model for consistency’s sake as the more testable and easily interpreted analysis.
Comparing the original sample to the two revalidations:
The first revalidation was other SPMI members with less than a year of coverage; the second was applying it to the entire
adult Medicaid population.
The results of the original sample and the second SPMI sample are fairly similar, with a few more substantial variations. As
noted earlier, likely due to lack of data, there were far fewer higher scores than in the original sample.
The difference between the original sample and the entire adult population is far more substantial, as would be expected.
Bias inherent in a score of 2 also becomes apparent--a person who had none of the risk factors except not having recent
mental health outpatient history would have a score of 2, and this was the modal score, at nearly half of the population.
This is where the difference between testing the model on members with known severe mental health diagnoses versus
those who may have no mental health issues of any severity is most seen. We have considered an adjustment for the full
population model and dashboard where any member with zero mental health history and zero risk factors receives a score
of 0 by default, but have not implemented that adjustment at this time.
However, the results still yield valuable information. Knowing a client has a high risk score (8, 9, or 10), or even a
medium-high risk score (5, 6, or 7), can give staff valuable information about who might be at significant risk of an
impending emergency room visit or hospitalization.
Percent experiencing acute care event
Risk score

Original sample (logistic model)

Revalidation #1

Revalidation #2 (entire adult population)

0

5.0%

3.6%

1.6%

1

10.2%

10.1%

3.1%

2

18.3%

16.2%

0.8%

3

29.2%

29.2%

1.2%

4

46.3%

54.9%

4.8%

5

62.2%

68.8%

11.4%

6

76.9%

79.2%

18.4%

7

86.1%

81.6%

36.4%

8

90.9%

88.6%

47.1%

9

93.9%

81%

75%

10

95.6%

N/A (0 cases)

N/A (0 cases)

